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Abstract

Researchers have tried a large variety of local search algorithms, moves, and approaches to
efficiently solve the Traveling Salesman Problem, yet we lack a comprehensive theory to analyze
various approaches beyond computational studies. In this paper we present a theory to explain
why local optima happen in certain problem instances and some methods for how they can be
overcome.
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1 Introduction

Computational studies have shown heuristic algorithms as being very effective at finding near-
optimal solutions to the Traveling Salesman Problem with reasonable performance. While experi-
mental studies have shown these algorithms promising, there lacks a cohesive theory for explaining
how these algorithms work. Without strong theory it is difficult to compare design details of
different heuristics analytically. We have questions like:

• What do hard instances look like for these heuristic algorithms?

• Are there properties of instances that are hard for any choice of heuristic?

• We know these algorithms stall at local optima, but why? Under what conditions do local
optima occur?

Main Contribution and Its Significance. The primary contribution of this paper is to provide
a theoretical framework for understanding local optima and predicting instances where the k-opt
family of algorithms fail to find the global optimum.

We do this by first defining the most basic operation of tour improvement. We then provide the
conditions for a sequence of this operation, iteratively applied, to stall at a local optimum and not
find the global optimum. We establish an algebra using this operation as a proof method. Finally,
we discuss methods for overcoming local optima and how worst case instances can be constructed
with a new diagramming technique.

We see this framework as important for reasons including:

• It predicts hard instances for widely used heuristic algorithms.

• It provides a general method for creating hard instances that were previously subjects of
research in and of themselves.

• It provides methods of analysis for non-metric TSP instances.

• It enables us to compare tour improvement heuristics analytically, whereas before only sta-
tistical comparisons on benchmark problems were possible.

A theory is measured by its predictive power. With the presented methods we are able to predict
and create local optima that were previously poorly understood.

Relation to the NP vs P Problem. If we ever wish to prove that no algorithm can solve a
problem in sub-exponential time, we first need to know what instances cause an exponential number
of steps and why. Second we can ask if there are changes to our algorithm that can solve those
instances sub-exponentially, or if there are no such changes, why can no other algorithm can solve
them efficiently.

There are two paths forward:

a Instances that take exponential time in one algorithm, are sub-exponential for another al-
gorithm. In other words exponential instances do not overlap, and thus we can run the
algorithms in parallel and guarantee the optimal tour will be found in sub-exponential time
by one of the parallel algorithms. (NP = P )

b The structure of the problem is such that any algorithm will take exponential time on such
hard instances. (NP ̸= P )
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This paper does not fully illucidate which path we’re on, however it lies the groundwork for
investigating hard instances for the current batch of best performing heuristics on the NP-Complete
Traveling Salesman Problem.

1.1 Problem History

The Traveling Salesman Problem. The TSP is one of the most ever studied computational
problems with a history dating back to the mid-1800s [ABCC11, 1-4]. Serious study began mid-
century at Princeton and spread to other research labs and universities [ABCC11, 2]. The TSP
became one of the core problems that provide the foundation for the theory of NP-Completeness
[Kar72]. A variety of approaches have been used to solve the problem. See survey [CGP12].

Heuristic Approaches. With all known exact algorithms for NP-Complete problems being im-
practical in terms of running time, heuristic approaches began to be used that didn’t guarantee
an optimal result, but produce good enough solutions to combinatorial optimization problems. An
early heuristic approach to the TSP called 2-opt was studied by Flood in 1956 [Flo56]. 2-opt is
part of what became the k-opt family of algorithms. These algorithms are a type of Local Search
algorithm, which itself is a type of a Metaheuristic. See [GP05] for a history of metaheuristics and
[AAL03] for local search. The class PLS has been defined to classify the complexity of local search
algorithms [JPY88].

1.2 About The Symmetric, Non-metric TSP

The symmetric, non-metric TSP is the problem of finding a minimum cost tour of n cities in a
complete graph. Being symmetric, the cost from city A to city B is the same as the cost from city
B to city A. Being non-metric, the edge costs need not obey the triangle inequality, and thus an
adversary can specify the edge weights independent of each other. See [CGP12] for a survey of
approaches to the TSP.

1.3 Questions Addressed in this Paper

These are the flow of questions we address in this paper:

What’s the fundamental operation of a tour improvement algorithm?
What’s the minimum change we can make to a tour? What’s the maximum?
How can these changes be stated in terms of the fundamental operation?
What tours can be reached by iterative application of this operation and which can’t?
Why can’t they?
What are local optima and why do we get stuck at them?
How can we overcome these local optima?
What’s the worst case local optima? What does that look like?
Given T0 is a worst case local optima and Tϕ is the global optima, what are all possible
ways we can get from T0 to Tϕ ?

2 The Switch Operation

A tour improvement algorithm selects an initial tour (possible solution) and then performs modi-
fications to the tour attempting to lower the cost. This is a type of local search. See [AAL03] for
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a comprehensive study of local search. This method has become the standard for tackling large
scale instances of the TSP. See [AAL03] for survey of computational results for various local search
algorithms.

A move is the operation that modifies the current tour in an attempt to improve it. In practice,
a wide variety of moves have been studied [ABCC11, 435] [Glo96] [RBL96]. The obvious question
is which move is the best? Or before getting there, what is the simplest move?

What is the most fundamental operation of a tour improvement algorithm?

At the core of tour improvement algorithms is the 2-opt move, which selects two edges in the
current best known tour, removes them, and reconnects the four cities as in Figure 2.1.
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S : AB CD → AC BD

Figure 2.1: A 2-opt move between tours

The 2-opt move was first studied by Flood [Flo56] & Croes [Cro58] and is called a 2-opt move
because it swaps two edges. 2-opt is often used in conjunction with other metaheuristics such
as simulated annealing [SG83], genetic algorithms [SC13], and tabu search [LCL20]. 2-opt was
later extended to 3-opt by Lin [Lin65], a move changing 3 edges instead of 2, then to k-opt by
Lin, exchanging k edges, and then to a variable number of edges in the Lin-Kernighan algorithm
[LK73]. This was enhanced to what is viewed as the standard in large scale TSP performance with
the LKH-1, LKH-2, and LKH-3 algorithms by Helsgaun [Hel00] [Hel06] [Hel17]. It’s important to
distinguish between the move and the algorithm in these papers. The move is the change to the
tour, as opposed to the algorithm which is the whole sequence of steps needed to produce locally
optimal solutions to the TSP. For example, 2-opt may be the move, but it’s up to the algorithm
designer to choose whether the first improving 2-opt move is chosen, the best improving 2-opt move,
or some other variation.

We define the switch operation as a generalization of the 2-opt move – the difference being that
a move is only considered a legal 2-opt move if it does not produce subtours, whereas sometimes we
will allow the switch operation to produce subtours. It’s a subtle yet important difference in that,
as we’ll see, the change affects whether or not certain local optima can be overcome. We refer to it
as an operation instead of a move because we will treat it as an algebraic operation, one that can
be composed and commuted, and that acts on a tour much like addition acts on a number. For a
given instance of the operation, a switch has an associated ∆θ with it, calculated as

∆θ = {new edges} − {removed edges},

which can be positive (worsening move), negative (improving move), or zero.

3



So what do we mean by fundamental operation of a tour improvement algorithm? What we are
really asking is: what is the minimum change we can make to a tour to see if the change results in
an improvement or not. What’s the minimum change we can make to a tour?

Lemma 2.1. A 2-opt move is the minimum change between tours.

Proof. Assume there is an operation that changes less than two edges. That means only one edge
must change (zero edges isn’t a change). Let us change the edge AB. If AB is changed then one of
the cities in the edge must change. If we change AB → AC, then C must have 3 edges and B one
edge – and thus we no longer have a tour, so a 1-edge move does not produce a valid tour, thus 2
edges are required to change for the tour to change and still remain a valid tour. This is the 2-opt
move.

2-opt is commonly described in the literature as a heuristic, but it is in fact a fundamental
operation of Hamiltonian cycles in a complete graph. It’s the minimum change between two tours,
and moreover, any move can be made of composed switches.

So if the 2-opt move is the minimum change, what’s the maximum difference between two tours?

Corollary 2.1.1. In an n city instance, the maximum difference between tours is n edges.

This is clear from the fact that every edge in the tour is different, but how does this relate to
our fundamental operation? How many fundamental operations does it take to reach a tour with
n different edges than the starting tour? To get there, we must look at how algorithms use these
moves and how it relates to our original goal of finding an optimal tour.

In an algorithm using the 2-opt move, we test possible 2-opt moves from the starting tour
T0 . If we find a tour with an improving move (a 2-opt move with negative ∆θ), we can either
immediately select that tour as T1 and then find possible 2-opt moves from this new tour (called
the first-improvement pivoting rule [AAL03, 25]), or we can continue iterating over all possible
2-opt moves from T0 and keep the one with the most negative ∆θ (called best-improvement). We
continue iterating, making 2-opt moves, until no more improving moves can be found.

In general, this procedure will not find the global optimum, it can get stuck at a local optimum.
This isn’t solely a theoretical construct either, it occurs in real instances. For example, the classic
Dantzig instance (Figure 2.2) contains a 2-optima where no improving 2-opt moves are available,
yet the tour is not optimal [ABCC11, 105].

The natural next question is: What globally optimal tours can be reached by iterative
application of this operation and which can’t? Why can’t they?

To answer this question, we need to formalize the notion of iteratively applied 2-opts, look at
the types of 2-opts we can encounter, and investigate local optima.

Let a sequence be a series of composed operations applied iteratively to a tour. The switch
operations are composed as in the example in Figure 2.3. In a sequence, there are two types of
switches: independent switches and dependent switches.

Two switches are independent when the result of one switch does not affect the result of the
other (Figure 2.4). They can be applied in any order (or in parallel) and will still produce the same
resulting tour – in other words they commute.

Dependent switches do not commute – order matters because the result of the first switch affects
the result of the second switch. Switch operations can depend on each other in two different ways.
One way is when the input to the second switch is the output of the first switch. We call this input
dependence. In this case “commuting” the switches isn’t meaningful since the second switch has
an edge input that isn’t in T0 , and thus can’t be applied to T0 (see Figure 2.5a).
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T̂ : 1, 42, 41, 40, 39, 38, 5, 4, 6, 34, 35, 37, 36, 33, 32, 31, 30, 29, 28.23, 22, 21, 20, 19, 18, 17, 16, 15, 14, 13, 12, 11, 10, 25, 24, 27, 26, 7, 8, 9, 3, 2, 1

Tϕ: 1, 42, 41, 40, 39, 38, 37, 36, 35, 34, 33, 32, 31, 30, 29, 28, 27, 26, 25, 24, 23, 22, 21, 20, 19, 18, 17, 16, 15, 14, 13, 12, 11, 10, 9, 8, 7, 6, 5, 4, 3, 2, 1

T̂Tϕ: {38, 5, 4, 6, 6, 34, 35, 37, 36, 33, 28, 23, 10, 25, 24, 27, 26, 7, 9, 3}

T̂Tϕ: {38, 37, 6, 5, 4, 3, 7, 6, 34, 33, 36, 35, 28, 27, 24, 23, 10, 9, 26, 25}
S : 38, 5 4, 6→38, 4 5, 6 ∆θ=(

b

38, 4 +
ϕ

5, 6)− (38, 5 + 4, 6) = (34+17)− (20+20)=+11

S : 36, 33 35, 37→36, 35 33, 37 ∆θ=(
ϕ

36, 35 +
b

33, 37)− (36, 33 + 35, 37)= (18+43)− (33+13)=+15

S : 10, 25 9, 3→10, 9 25, 3 ∆θ=(
ϕ

10, 9 +
b

25, 3)− (10, 25 + 9, 3) = (20+36)− (14+20)=+22

S : 26, 7 4, 6→26, 4 7, 6 ∆θ=(
b

26, 4 +
ϕ

7, 6)− (26, 7 + 4, 6) = (46+ 6)− (29+20)=+3

S : 6, 34 36, 33→6, 36 34, 33 ∆θ=(
b

6, 36 +
ϕ

34, 33)− (6, 34 + 36, 33) = (44+21)− (23+33)=+9

Figure 2.2: Map of tour T̂ from Dantzig 42-city instance with no improving 2-opt moves (graphic
from [ABCC11, 105])
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T0 T1 : After S0 T2 : After S1 ◦ S0 -

T0 : AB BC CD DE EF FGGH HA

S0 : AB CD → AC BD T1 : AC CB BD DE EF FGGH HA

S1 : EF GH → EG FH T2 : AC CB BD DE EGGF FH HA

Figure 2.3: An example of two composed switch operations
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S0

S1

T0 :AB BC CD DE EF FGGH HA

S0 :AB CD→AC BD T1 :AC CB BD DE EF FGGH HA

S1 :EF GH→EG FH T2 :AC CB BD DE EGGF FH HA

T0 :AB BC CD DE EF FGGH HA

S1 :EF GH→EG FH T1ALT :AB BC CD DE EGGF FH HA

S0 :AB CD→AC BD T2 :AC CB BD DE EGGF FH HA

Figure 2.4: Independent switches can be commuted and produce the same tour
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S1−→ ?

S0−→ ?

Order 1: S1(S0(T0 ))

T0 :AB BC CD DE EF FGGH HA

S0 :AB CD→AC BD T1 :AC CB BD DE EF FGGH HA

S1 :BD EF →BE DF T2 :AC CB BD DE EGGF FH HA

Order 2: S0(S1(T0 ))

T0 :AB BC CD DE EF FGGH HA

S1 :��HHBD EF

Figure 2.5a: Input dependent switches cannot be commuted meaningfully

The second way is inversion dependence, which is where the subsequent switch depends on the
first switch inverting an edge in the tour in order to be valid. In this case, it is possible to commute
the switch operations meaningfully, however, one ordering may produce an intermediate state that
isn’t a valid tour. One must be careful, because even though it’s not shown in our notation for a
switch operation, the operation depends on the current tour, because a switch operation may or
may not produce a subtour depending on the state of the rest of the tour. In Figure 2.5b we see
how commuting the switches results in a subtour after the first switch is applied.

Now that we’ve seen the types of switches in a sequence, we want to know:
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Order 1: S1(S0(T0 ))

T0 :AB BC CD DE EF FGGH HA

S0 :AB EF →AE BF T1 :AE ED DC CB BF FGGH HA

S1 :DC FG→DF CG T2 :AE ED DF FB BC CGGH HA

Order 2: S0(S1(T0 ))

T0 :AB BC CD DE EF FGGH HA

S1 :DC FG→DF CG T1 :AB BC CGGH HA |DF FE ED

S0 :AB EF →AE BF T2 :AE ED DF FB BC CGGH HA

Figure 2.5b: Inversion dependent switches can be commuted, but produce an intermediate subtour

6



When does iterative application of the switch operation fail and get stuck at a local
optimum?

Before we answer this question, we need to explore what exactly local optima are.

2.1 What are Local Optima?

To discuss local optima, we need some notation.

Notation Description

T0 The starting tour
Tϕ The globally optimal tour

T̂ A locally optimal tour
∆θ The cost difference between the current tour and new tour (after the operation is applied)
∆ϕ The cumulative cost difference between the current tour and new tour (after a sequence)

AB The edge connecting cities A & B

XY , WZ An edge with variable cities. As in X is some member of {A, B, C, D, E, F, G}.
T0Tϕ The set of edges that are in T0 and also Tϕ

T0Tϕ The set of edges that are in T0 but NOT in Tϕ

T0Tϕ The set of edges that are in Tϕ but NOT in T0

T0Tϕ The set of edges that are neither in T0 or Tϕ

So what are local optima? The obvious answer is that they are tours where there are no
improving moves under the given operation. Another view is that the are nodes in the directed
tour transition graph that only have inbound arrows [AAL03, 42].

One common representation of local optima seen in literature is the hill climbing analogy, often
accompanied by a picture like this:

Figure 2.6: Depiction of local optima from Wikipedia’s “Iterated local search” article

Algorithmic local optima are often pictured similar to local optima of an equation as seen in cal-
culus. This representation is deceptive, because following a cartesian curve like the one in Figure 2.6,
one can only go in two directions – plus or minus – whereas when talking about an operation like 2-
opt, there areO(n2) possible tours that are one operation away (S : XY WZ,S : XY ZW ∀XY ,WZ
in T0 as opposed to just +dx or −dx on the curve). Second, a single switch may greatly change
the tour cost by having a large ∆θ or a large negative ∆θ, and this just isn’t captured by the hill
climbing diagram that depicts local optima as shallow valleys along a smooth curve. Also, part
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of algorithm design is choosing how to iterate over the possible 2-opts, which affects which tour
is chosen in the event of a tie, and affects how fast & in which order the algorithm arrives at a
local optima. A more complete description of a local optima is listing out the switch table as done
in Figure 2.2 or by the formal logic description of a local optima in terms of the operation (like
∀XY ,WZ ∈ T̂ , S : XY WZ→XW Y Z ∆θ > 0)

Now that we have an idea of local optima are, the obvious next question is: Under what
conditions do local optima occur with respect to a given operation? What makes one starting tour
reach the global optimum with repeated application of an operation, whereas others get stuck at
one of these local optima? How can we design our algorithms to overcome local optima and what
are the limits / costs to doing so?

2.2 Conditions of Local Optima for 2-opt

To explore the conditions under which local optima occur, we consider the special case of 2-switch
sequences. Under what conditions is a tour locally optimal with respect to 2-opt (1-switch) but is
not locally optimal with respect to 3-opt (2-switch)? For explanatory purposes, we’ll look at the
case where T0 is 2-optimal, however, Tϕ can be reached with a 3-opt move.

Let T0 be a local optima with respect to 2-opt. Let Tϕ be the unique, globally optimal tour.

∀XY ,WZ ∈ T0 , S : XY WZ → XW Y Z, ∆θ > 0

A positive ∆θ must result from any switch from T0 because if there exists a ∆θ less than zero,
that switch is taken and T0 is not a local optima, which contradicts our assumption.

So why do local optima happen?
By assumption there exists a Tϕ with cost less than T0 . That means there exists at least one

edge XY ∈ T0Tϕ. Can those edges be formed from a switch?

Lemma 2.2. Any edge XY ∈ T0Tϕ can be produced from T0 via a switch.

In fact there are two ways. Let BD ∈ T0Tϕ for example.

S : AB CD → AC BD

and S : BC DE → BD CE

Both switches produce valid tours with BD in them. However, since we know T0 is a local
optima, we know that ∆θ > 0 for both switches.

Can both AC & BD be in Tϕ ? Let’s assume AC and BD are both in Tϕ .
By assumption, Tϕ is optimal and unique, that implies Tϕ is also a local optima with respect to

any operation (otherwise we’d apply that operation and get a more optimal tour, which contradicts
Tϕ as optimal). Thus

S : XY WZ → XW Y Z ∆θ > 0 ∀XY ,WZ ∈ Tϕ

and reversing the switch

S : XW Y Z → XY WZ ∆θ < 0 ∀XY ,WZ ∈ Tϕ

Thus if AC and BD are in Tϕ , the switch S : AB CD → AC BD must have ∆θ < 0, which
contradicts T0 is locally optimal. So both AC & BD can’t be in Tϕ . This means two T0Tϕ edges
cannot be formed from a single switch from T0 , otherwise the switch forming both edges would
have negative ∆θ and T0 would not be locally optimal, which contradicts our assumption.
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By assumption we know T0 is locally optimal with respect to 2-opt but not 3-opt, that implies
there exists a sequence of two 2-opt switches (a 3-opt move) that will have a negative ∆θ.

So our criteria is:

1. No one 2-opt move can produce two T0Tϕ edges

2. A 3-opt move can produce Tϕ

Let S0 and S1 be the switches that when taken in sequence produce Tϕ . Because Tϕ is more
optimal than T0 , this implies S1(S0(T0 )) will have ∆ϕ < 0. S0 must have a positive ∆ϕ by criteria
1. That implies S1 must have a negative cumulative ∆ϕ after S0. The switches must be dependent,
because if they were independent S1 could be taken without taking S0, which would violate criteria
1. Thus the 3-opt move must be two dependent switches. Since one edge is output from S0 and is
input to S1 (by definition of dependent switches), we know S0 can form at most one T0Tϕ , and
S1 must form two T0Tϕ ’s because by criteria 2, S1(S0(T0 )) produces Tϕ .

Let’s make an illustrative assumption that fits our criteria; assume: AC ∈ T0Tϕ, and
BD & AE ∈ T0Tϕ. Thus we have the following sequence that produces Tϕ :

S0 : AB CD → AC BD ∆θ0 > 0 ∆ϕ0 > 0

S1 : AC EF → AE CF ∆θ1 < 0 ∆ϕ1 < 0

Since both AE & CF are in Tϕ , ∆θ1 must be less than zero. And since the sequence produces
Tϕ , ∆ϕ1 must be less than zero as well.

∆θ0 = (AC +BD)–(AB + CD) ∆ϕ0 = (AC +BD)–(AB + CD)

∆θ1 = (AE+CF )–(AC+EF ) ∆ϕ1 =
[
(��AC+BD)–(AB+CD)

]
+
[
(AE+CF )–(��AC+EF )

]
∆ϕ1 = (BD +AE + CF )–(AB + CD + EF ) (2.2)

In this example, we are prevented from attaining B’s edge that is in Tϕ , by AC being too
large. We say AC blocks BD from being formed by a 2-opt operation; AC is a blocker edge. From
equation 2.2, AC drops out of the total ∆ϕ1 calculation, so the equation that determines if Tϕ is
more optimal than our starting tour does not contain the blocker edge. This implies our adversary
can choose the size of AC arbitrarily without modifying the starting and final tour costs. So clearly
to make T0 a local optima, the adversary chooses AC’s cost such that ∆θ0 is greater than 0 to
block the algorithm from finding Tϕ with a 2-opt operation.

In order for T0 to be locally optimal, the adversary designs the input to have blocker edges to
prevent edges in Tϕ from being brought into the current tour. Note that we only showed BD being
blocked, for this to be a local optima the adversary would also have to block AE & CF from being
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formed from T0 as well:

S : AB EF → AE BF BF is a blocker for AE

S : DE GA → DG EA DG is a blocker for AE

S : BC EF → BE CF BE is a blocker for CF

S : CD FG → CF DG DG is a blocker for CF

A local 2-optima occurs under the condition that the adversary designs the input such that
blocker edges prevent T0Tϕ edges from being formed. An obvious next question that arises is:
When does changing the algorithm overcome the local optima?

3 Overcoming Local Optima

While we don’t claim this is an exhaustive list, we explore two possible ways of overcoming a local
optima:

1. Changing what’s a legal switch

2. Increasing the number of switches in a sequence

3.1 Changing Switch Legality (allowing subtour switches)

The rule that’s often used in algorithms using the 2-opt move, is to only allow 2-opt exchanges
that produce a valid tour without subtours. This means traversing the tour in order when iterating
through candidate 2-opt moves, such as S : AB CD → AC BD, as opposed to reversing one of the
edges as it appears in the tour like S : AB DC → AD BC, which leaves a subtour.

This may work for 2-opt, however, when generalizing to composing a sequence of switches, this
restriction of only allowing valid tours in intermediate states is limiting. Changing what’s a legal
switch can affect which tours you can reach. If we allow the first switch to create subtours as
long as the result is a complete tour after the final switch, we can overcome local optima that we
wouldn’t have otherwise.

Theorem 3.1. There exist local optima with respect to a 2-switch sequence that are not local optima
with respect to a 2-switch sequence with intermediate subtours allowed.

Proof. To proove Theorem 3.1, we need to show a tour that is not locally optimal with respect to
2-switch with subtour switches, then show that same tour cannot be reached by any sequence of
two switches that don’t create a subtour. First we construct a tour that is not locally optimal with
respect to 2-switch with subtour switches. Let T0 and Tϕ be the tours shown in Figure 3.1. Let
Tϕ be the global optimum with a cost less than that of T0 . Figure 3.1 shows a 2-switch sequence
containing an intermediate subtour that can reach Tϕ from T0 , because Tϕ is more optimal than
T0 , this sequence must produce a cumulative ∆θ less than zero and thus will be found by best-
improvement 2-switch. It is not locally optimal with respect to 2-switch with subtour switches.
Next we show Tϕ cannot be reached via a sequence of two switch moves that do not create subtours.
From Figure 3.1 we see that there are four edges in T0Tϕ , and a sequence of two switches can at
most output four edges. This means each switch must produce two edges in Tϕ . We must show
no such switch that outputs two edges in Tϕ exist without subtours. We do so by enumerating all
the ways each edge in T0Tϕ can be formed by one switch and show none of the options contain
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T0 : AB BC CD DE EF FGGH HA

S0 : AB ED → AE BD T1 : AE EF FGGH HA |BD DC CB

S1 : FG DC → FD GC Tϕ : AE EF FD DB BC CGGH HA

T0Tϕ :AE,BD,FD,GC

Figure 3.1: Tϕ can be reached by a 2-switch sequence with intermediate subtours, but not without

two edges in T0Tϕ (there’s always a potential blocker edge). Taking AE ∈ T0Tϕ as an example,
we know there must exist a switch of the form:

S :
0

A
0

E →
ϕ

AE
ϕ

Since this switch is from T0 , we know A’s edge left of the arrow must be AB or AH, as those are
A’s edges in T0 . Substituting we have:

S :
0

AB
0

E →
ϕ

AE
ϕ

B

−or−

S :
0

AH
0

E →
ϕ

AE
ϕ

H

For each of those two possible switches, there’s only one of E’s edges in T0 that doesn’t produce a
subtour. Substituting those edges, we see that none of the possibilities produce two edges in Tϕ .

S :
0

AB
0

EF →
ϕ

AE
�ϕ

BF

S :
0

AH
0

ED →
ϕ

AE
�ϕ

HD

We’ve shown no switch from T0 can produce AE and another Tϕ edge from T0 , thus no sequence
of 2-swtches exist without subtours that can produce Tϕ . We’ve shown a Tϕ that can be reached
with subtour switches and not without.

Whether or not this move is a legal intermediate state is an algorithm design choice (the choice
of whether this sequence is explored or not). The first switch in the 2-switch sequence creates
two subtours which are reconnected on the subsequent switch. We call this a subtour switch. It’s
easily shown that any switch involving an edge from each of the two subtours will create a single
tour. One variation of this is allowing single city subtours, which creates nonexistent edges as seen
in Figure 3.2. Sometimes this is useful in overcoming local optima. Subtour switches also have
an interesting relationship to inversion dependence: when two switches are inversion dependent,
commuting them will result in an intermediate subtour.

3.2 Increasing the Number of Switches in a Sequence

The more intuitive way of overcoming local optima is increasing the number of switches in the
sequence.
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Single City Subtours

A

B
C

D

E

F
G

H

S0

S0−→ A

C
D

E

F

G
H

B
S1−→ A

C

D E

B

F

GH

A

T0 T1 : After S0 T2 : After S1 ◦ S0 -

T0 : AB BC CD DE EF FGGH HA

S0 : AB CB → AC BB T1 : AC CD DE EF FGGH HA |BB

S1 : BB EF → BE BF T2 : AC CD DE EB BF FGGH HA

Figure 3.2: Example with a single city subtour switch

Theorem 3.2. There exist local optima with respect to the switch operation that are not local
optima with respect to a 2-switch sequence.

Proof. Changing from a single switch operation (similar to 2-opt) to a sequence of 2 switches
(similar to 3-opt) can overcome local optima with respect to the single switch operation. To proove
existence we only need to show an example, and we’ve already seen this example in section 2.2.

Another way of looking at this method is that we are allowing the first switch to be a worsening
move (positive ∆θ, containing a possible blocker). Increasing the number of switches in the sequence
may overcome more optima, but it comes at the cost of performance.

We’ve shown how to overcome local optima for 2-opt, yet it leads to questions: How does this
method generalize to a sequence of k switch operations? And what does a worst case local
optima look like?

4 Worst Case Instances

By Corollary 2.1.1 we know the maximum difference between tours is n edges. By Lemma 2.2 we
know that any edge in Tϕ can be produced by a switch. So in general for BD ∈ Tϕ, there must
exist a switch:

S : → BD

Listing out a switch for producing each of the n different edges in Tϕ :

S : → C0C1

S : → C2C3

...

S : → C(n−4)C(n−3) C(n−2)C(n−1)

12



If those edges are on the right side, then we can derive part of the left side:

S : C0 C1 → C0C1

S : C2 C3 → C2C3

...

S : C(n−4)C(n−2)C(n−3)C(n−1) → C(n−4)C(n−3) C(n−2)C(n−1)

Claim 4.1. In the worst case, one edge in Tϕ is created from every switch except for the last switch,
where two edges in Tϕ are created.

Claim 4.2. Claim 4.1 implies every switch in the sequence is dependent.

Proof of Claim 4.1. The last switch must result in two edges in Tϕ because otherwise there would
be an edge not in Tϕ left over, and we’ve listed all n edges in Tϕ in the sequence. Assume that there
is some other switch in the sequence that has two edges in Tϕ on the right side. Since every edge
in Tϕ is produced by the switch sequence, each of the n different edges in Tϕ must appear on the
right side of the arrows. If the last switch has two edges in Tϕ and the other assumed switch, then
four of the Tϕ edges are in those two switches, and there’s one Tϕ edge in each of the remaining
switches, leaving (n − 4) switches besides those two. Had the assumed switch been split over two
switches instead of one, we would have (n− 3) other switches ((n− 1) total), thus this can’t be a
worst case.

Proof of Claim 4.2. In the worst case, none of Tϕ ’s edges can be switched into from two T0 edges.
The form

S : CT0CT0 CT0CT0− > CTϕ
CTϕ

CTϕ
CTϕ

cannot exist because a switch with two Tϕ edges on the right side would produce a negative ∆θ,
and thus T0 would not be locally optimal, which in the worst case, T0 is at a local optima. In the
Proof of Claim 4.1 we showed there are (n − 1) switches in the sequence, thus there are 2(n − 1)
inputs to the switch sequence (left of the arrow), and there are n edges in T0 . The first switch
must have two edges in T0 in the input as that switch operates on T0 . On the right side there
are 2(n− 1) outputs, and n are Tϕ edges, leaving (n− 2) T0Tϕ edges. These edges don’t appear
in the final tour, so they must be inputs to the other switches to get switched out of. So we have
the following accounting of edges on the left of the arrows:

n edges in T0Tϕ

(n− 2) edges in T0Tϕ

Sums to 2(n− 1), which accounts for every input of the sequence.

We have shown that all the switches, except the first switch, contain edges from T0Tϕ , which
means they were outputs of other switches, this is the definition of a dependent switch, thus we’ve
proved 4.2.

We have shown the structure of a worst case without mentioning edge weights. Note that as
part of our proof, every switch (except the final switch) output at least one T0Tϕ edge, which is
potentially a blocker edge. That means our adversary can choose the value of those edges arbitrarily
large such that the cumulative cost of the sequence stays positive until the final switch.
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T0 :AB BC CD DE EF FGGH HA

S0 :AB CD→AC BD T1 :AC CB BD DE EF FGGH HA

S1 :AC EF →AE CF T2 :AE ED DB BC CF FGGH HA

T0 :AB BC CD DE EF FGGH HA

S0ALT :AB EF →AE BF T1ALT :AE ED DC CB BF FGGH HA

S1ALT :DC BF →DB CF T2 :AE ED DB BC CF FGGH HA

Figure 4.1: Sequences from T0 to Tϕ are not unique

AB EF

CD GH

T0Tϕ:{AB,CD,EF ,GH} T0 :AB BC CD DE EF FGGH HA

T0Tϕ:{AC,BE,DG,FH} Tϕ:AC CB BE ED DGGF FH HA

Figure 5.1: Potential diagram for the shown T0 and Tϕ

It’s easily shown by example (Figure 4.1) that a sequence that reaches Tϕ from T0 is not unique.
Which leads to the next question:

Given T0 is a worst case local optima and Tϕ is the global optima, what are all
possible ways we can get from T0 to Tϕ ?

5 Potential Diagrams

There turns out to be a nice way to visualize the steps to go from one tour to another. We want
to see how many and which switches it takes to get from T0 to Tϕ . Since we want to minimize
the number of switches, we only need to look at the different edges between T0 and Tϕ . We’re
concerned with how to change this set of edges (XY ∈ T0Tϕ) such that Tϕ is produced. What can
this set of edges potentially become to produce Tϕ ?

Write out the set of edges in T0Tϕ . Draw bubbles around each edge. Draw a line from each
city in T0 to its corresponding edge partner in Tϕ . Repeat this for each city. Figure 5.1 shows an
example.

The lines connecting the bubbles show the switches that need to be executed to produce Tϕ.
After each switch you can redraw the diagram to see how many switches are left. The number
of connected bubbles is the k needed to produce Tϕ . We call this redrawing process closing the
potential diagram (Figure 5.2). Note that there are many ways to close a potential diagram and
arrive at Tϕ .

5.1 Some Properties of Potential Diagrams

Potential diagrams are useful for visualization, quickly creating hard cases, and exploring various
switch sequences. Here are some useful properties of the diagrams.
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S0 :AB CD→AC BD S1 :BD EF →BE DF S2 :DF GH→DG FH

AB EF

CD GH

S0−→
AC EF

BD GH

S1−→
AC DF

BE GH

S2−→
AC DG

BE FH

T0 :AB BC CD DE EF FGGH HA T2 :AC CB BE ED DGGF FH HA

T1 :AC CB BE ED DGGF FH HA Tϕ:AC CB BE ED DGGF FH HA

Figure 5.2: Closing the potential diagram from Figure 5.1

5.2 How Potential Diagrams Relate to Local Optima

Potential diagrams relate to local optima by how the edges are grouped. If you count the number
of connected bubbles, that’s the minimum number of switches needed to close the group. Potential
diagrams do not show inversion dependence, so closing one may take you through subtours.

Theorem 5.1. Let C be he number of connected bubbles in a bubble group in a potential diagram.
C–1 is the number of switches to close that bubble group.

Proof. There are two cases.
Case 1. Two bubbles are connected on both sides. A switch between these bubbles closes that

2-bubble group. C = 2, C − 1 = 1 and we closed the group with one switch.
Case 2. Three or more bubbles are connected. (C >= 3) Assume you perform a switch

between two connected bubbles. After the switch, one of the bubbles contains an edge in Tϕ and
is disconnected from the group. The remaining edge remains connected to the group that is now
one bubble smaller. There are now C − 1 connected bubbles after 1 switch. This is repeated C–2
times, leaving C–(C − 2) = 2 bubbles left. We are now at case 1, perform a final switch for C–1
total switches to close the group.

If there are multiple groups of bubbles they can be closed independently with the exception of
inversion dependence (two groups of bubbles may be inversion dependent on one another, and that
is not shown in the potential diagram; this means that closing one group may leave a subtour that
the second group reconnects). The final switch of a group will result in two edges in Tϕ , which
must be a negative ∆θ, meaning the sequence of switch that closes the group is an improving move,
provided it produces a valid tour with no subtours. Also, after the group is closed, all of the edges
in the group are in Tϕ , with no blocker edges, thus the sequences as a whole must have negative
∆θ as well. In Figure 5.3, the S0 must be an improving move with ∆θ less than zero because there
are no blocker edges in the tour and it closes the small group of two edges.

How does this relate to local optima? In the worst case, an adversary with knowledge of
the potential diagram (which the adversary does have since they design the input) can make every
intermediate edge produced (XY ∈ T0Tϕ) a cost large enough such that ∆θ cumulative for the
sequence stays positive until the final switch, which will finally go negative because we’ve arrived
at Tϕ (it must be negative because Tϕ is more optimal than T0 by definition).

Theorem 5.2. Potential Diagrams are not unique for a given instance.
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AB EF GH

CD IJ

S0−→
AB EF GI

CD HJ

S1−→
AF BE GI

CD HJ

S2−→
AC BE GI

FD HJ

Figure 5.3: Disconnected groups can be closed independently

One Potential Diagram

AB DC

IH FG JA

Alternative Potential Diagram

AB FG JA

CD HI

Figure 5.4: Example of two different potential diagrams for the same T0 and Tϕ

Proof. It’s important to note that potential diagrams can be drawn multiple ways in some instances.
This is proved by example in Figure 5.4.

Nonuniqueness is an important property because in the first diagram it appears 5-opt is required
to close the potential diagram, however after rewriting it, we see it can be closed by an independent
2-opt and 3-opt.

5.3 Ways to Close Potential Diagrams

In designing an algorithm it is important to note there are multiple ways a potential diagram can
close. This is important because if we can limit our potential diagram we can limit how large k
needs to be to find be guaranteed to find Tϕ (iterating over all possible 3-opt sequences will find
a tour that can be drawn with a potential diagram with 3 bubbles). It’s easy to see that starting
with any bubble, we can close the diagram. Less obvious is what happens when you switch two
non-connected bubbles.

5.3.1 Short Term Negative ∆θ

It may be useful to search for short term negative ∆θ. If we switch two bubbles on either side
of a bubble, then close the remaining 2-opt group, we get a short term negative ∆θ, though an
adversary can still make the overall ∆ϕ positive because there is a blocker edge now in the tour.
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AB EF IJ MN

CD GH KL OP

MidS−−−→
AB EK IJ MN

CD GH FL OP

Figure 5.5: Example of a midswitch that halves the k required to find Tϕ

5.3.2 Halving The k Required For k-opt

Let’s say we have an algorithm that searches for restarts and we get lucky and the algorithm
performs the switch shown in Figure 5.5 before the restart.

Originally it would have take k=8 to close the diagram, now it will take two applications of
k = 4. Note that our adversary can make it so that the overall ∆θ will remain positive from the
initial T0 until Tϕ is found (so T1 is the tour after the first 4 bubble group closes, it will still have
a cost greater than T0 ).

Unfortunately without knowing Tϕ ahead of time, we can’t gauruntee a restart will halve the k
required - it is just a fact that there exists a restart that halves the k required.

6 Future Work

In this paper we assume a worst case starting tour. Experimental studies have indicated that
restarts and not choosing a random starting tour (such as Greedy Start) lead to better quality
tours being found [ABCC11, 455]. Creating a framework that can explain how restarts and various
methods of selecting a non-worst case T0 affect the outcome are interesting lines of inquiry. For
example, is there a restart strategy that guarantees to start from a potential diagram that bounds
how large k in k-opt must be to solve a worst case instance? Another line of inquiry of interest is a
probability analysis using potential diagrams - for example, what is the probability k-opt can find
Tϕ with random restarts?

Perhaps the most interesting question asks: is there a method of iterating through possible
switches such that Tϕ will be found in a worst case potential diagram such that the adversary
cannot force an exponential number of steps even with strategically chosen edge weights? Such an
algorithm would prove NP = P in the affirmative.

7 Conclusion

In this paper we’ve:

• Provided a theoretical framework for TSP Tour Improvement Heuristics

• Defined the fundamental tour improvement operation and an algebra around that operation

• Shown what worst cases look like for tour improvement algorithms using the Potential Dia-
grams technique

If you take anything away from this paper, take away that in order to understand algorithms
and classes of problems (such as NP-Complete), we must understand why certain instances are
exponential, and secondly, if heuristics perform well on a problem in computational studies, it is a
bright red light that experimentalists have given theorists that there’s something interesting over
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here, and its worth finding a theory that explains their performance analytically. Perhaps the
”heuristic” is something more fundamental than a rule of thumb.
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